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ABSTRACT

Desktop conferencing systems, providing voice- or video-conferencing with some form of data sharing, have become increasingly popular. Unlike asynchronous collaborative systems such as email, little attention has been devoted to the place of agents in such real-time systems. This paper examines some of the ways in which agents can be used to support such apparently simple tasks as the setting up and answering of calls. Three agent categories, locators, routers and responders, are defined and some simple examples discussed. Several ways in which such agents can collaborate, providing the basis of an intelligent network, are identified.
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1. INTRODUCT|ION

Much of the work on agents in collaborative systems has focused on asynchronous forms of collaboration such as email and as yet there has been little published (7 is a notable exception) on the place of agents in real-time systems of the "same time - different place" variety. Such systems, in which workstations are used to support voice or video conferencing with some form of windowed data sharing, have been the focus of our activity for the last five years 1,2,12, so it's natural that we should have started to examine the ways in which agents can be used to enhance their flexibility and utility. As yet this work is in its early stages.

For the purposes of this paper we shall concentrate on systems with the following properties:

SYMBOL 183 \f "Symbol" \s 10 \h
nodes (workstations) may be connected using a variety of networks (LANs as well as switched WANs) and protocols (such as NETBIOS or TCP/IP) and may be running a variety of operating systems. Establishing connections in such heterogeneous systems involves making intelligent decisions about routing and topology which are not required when a single LAN is used to connect a set of essentially identical systems.

SYMBOL 183 \f "Symbol" \s 10 \h
calls (connections) are, like telephone calls, casual, dynamic and peer-to-peer. Thus each party in the call can add new parties or leave the call at any time. Similarly any party can choose to make a local application window accessible to the others at any time. While structured meetings (where participants have different rights and privileges) offer different challenges we shall not consider them here.

SYMBOL 183 \f "Symbol" \s 10 \h
nodes may be unattended temporarily, as in the case where the user is absent for lunch, or permanently, as in the case of a server of some kind. 

SYMBOL 183 \f "Symbol" \s 10 \h
connections may involve passive nodes, such as gateways, which support data traffic without being part of the call. 

Fig. 1 below shows a call involving nodes on two separate LANs, bridged via the ISDN network. This call could be two-way (if nodes B1 and A2 were passive), three-way (if either node B1 or A2 were passive) or four-way (if none of the nodes were passive).
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Fig. 1. A Call involving 4 nodes and 3 networks

It should be noted that calls in this environment are not symmetric. The fact that A1 can call A2 does not mean that A2 can call A1. Nor are calls transitive - the fact that A1 can call A2 and A2 can call B2 does not mean that A1 can call B2. There are at least two possible reasons for this:

SYMBOL 183 \f "Symbol" \s 10 \h
the receiver may not have the necessary addressing information to place the return call

SYMBOL 183 \f "Symbol" \s 10 \h
calls may go via intermediate nodes which are only prepared to operate one way (such as firewall gateways)

2. CLASSIFYING AGENT ROLES

Any point in a system where intelligent decisions can be made is a possible location for agents. Collaborative systems contain many such niches, particularly when the users have different roles or when the system supports a specific family of tasks8. Here our focus is on general-purpose, casual calls and we shall restrict ourselves to decisions related to the setting up and answering of calls. Within this limited domain we can identify three basic families of agents:

SYMBOL 183 \f "Symbol" \s 10 \h
locators which are responsible for locating information about nodes and applications. As far as locating nodes is concerned, the basic problem is to turn a (possibly ambiguous) reference, such as a person's name, into one or more unambiguous addresses, such as an ISDN telephone number. To perform this name resolution process, as well as searching local address books, it may be necessary to locate and search remote ones.

Locating applications may sound trivial by contrast, but this may not be the case. For example, if a remote user wishes to share his whiteboard application with the local user and the two operating environments are dissimilar, it's necessary to establish what local application understands the whiteboard protocol enough to fulfil the role. We shall not deal with this issue here, though it turns out that agents can be used to simplify this problem too.

SYMBOL 183 \f "Symbol" \s 10 \h
routers which are responsible for selecting the network path to be used for a particular connection. The path can involve several links with intermediate nodes acting as passive gateways, and among the factors affecting the choice may be:

SYMBOL 183 \f "Symbol" \s 10 \h
desired quality of service, particularly bandwidth

SYMBOL 183 \f "Symbol" \s 10 \h
the availability and current utilisation of hardware components

SYMBOL 183 \f "Symbol" \s 10 \h
call charges for switched links (which in turn depend on call duration and time of day)

Dynamically rerouting data traffic by selecting a new path provides added resilience in the face of errors as well as allowing the system to respond to changing QoS demands. In a typical multi-way call, each time a new node joins or leaves the call the topological changes may make such rerouting possible or necessary.

SYMBOL 183 \f "Symbol" \s 10 \h
responders which react to events - in particular to incoming calls. The most obvious example here, elaborated in a later section, is the analogue of a telephone answering machine - allowing an unattended machine to make some sort of response to an incoming call which would otherwise fail.

Another way of classifying agents is to ask who they are working for. In the systems we are concerned with here they may be acting for:

SYMBOL 183 \f "Symbol" \s 10 \h
the caller

SYMBOL 183 \f "Symbol" \s 10 \h
the person being called

SYMBOL 183 \f "Symbol" \s 10 \h
the network provider or a service provider adding value to the network

This is an important distinction in collaborative systems where the various users may have different interests. Consider the case of a call redirector which attempts to transfer calls intended for one node to another node. If the original target was reachable using a (free) LAN and the new target can only be reached using a (charged) switched connection, most callers would like be warned, preferably before the redirection occurs. Since most redirectors are varieties of responders, acting for the person being called, they may well not take the caller's wishes into account. Note that even the simplest answering machine has the disadvantage, to a caller, that all calls succeed and therefore incur costs.

3. LAKES-BASED SYSTEMS

Because the types of agent we have been discussing must be integrated into the collaborative system itself, adding them to an existing system can prove difficult. Agents require access to the right sort of information if they are to make intelligent decisions and to the right sort of functions if they are to act on those decisions.

Our systems are built on top of an architecture, Lakes11, developed at IBM Hursley to support a broad range of collaborative applications5 and thus any agent's thoughts and deeds are subject to limitations and restrictions imposed by Lakes. Happily the architecture has several features that offer real scope to the would-be agent writer:

SYMBOL 183 \f "Symbol" \s 10 \h
each node has a unique logical address (a nodename) as well as one or more physical network addresses. This makes it possible for nodes to act as routers or gateways. A request to connect to a node named FRED, arriving at a node named BILL, will typically result in BILL deciding if it knows how to connect to FRED and if so redirecting the connection onwards.

SYMBOL 183 \f "Symbol" \s 10 \h
applications are unaware of the physical links between nodes. Instead they see logical channels - unidirectional data pipes with application-specified QoS parameters. Thus physical links can be dynamically modified without affecting applications, which in turn means the network can make intelligent changes in topology and routing without consulting applications.

SYMBOL 183 \f "Symbol" \s 10 \h
when Lakes is asked to make a connection, it is merely passed the nodename (the logical address). There is no provision in the Lakes API for requesting a particular physical link. Instead Lakes accesses a replaceable address book access module to locate the various physical addresses of the target and tries in turn each of those for which local hardware support is available. The address book access module is of course free to use any algorithms it chooses to locate and prioritise possible links. A later section discusses some of the opportunities for intelligent address books manned by agents that this mechanism creates.

SYMBOL 183 \f "Symbol" \s 10 \h
Lakes itself is relatively policy-free. Instead Lakes surfaces policy decisions to a specific application, the call manager3, 4, for resolution. Examples of such policies include:

SYMBOL 183 \f "Symbol" \s 10 \h
whether an incoming call should be accepted, rejected, referred to the user or transferred elsewhere

SYMBOL 183 \f "Symbol" \s 10 \h
whether a request to share an application should result in a rejection, a fresh instance of an application being launched or the reuse of an existing instance. The request merely identifies an application "nickname", it's up to the call manager to turn the name into the name of an executable.

· whether all the parties in the call are equal. While telephone calls are democratic (e.g. either party can speak or hang up at any time, in many forms of meeting people have different roles and rights (e.g. not everyone may be able to invite a newcomer to join, or speak without being given permission by the chair). 

Since the call manager is an application, alternative policies can be implemented by replacing it. The IBM-supplied call manager is an engine, with no user interface. It expects to communicate with another application acting as the user interface by sending it signals (about interesting events such as incoming calls) and receiving commands from it (such as requests to launch applications, make or hang up calls ...). The mechanism by which the user interface makes itself known to the call manager engine ("joining its COMMAND sharing set" in Lakes terminology) is available to other applications which will then receive the same signals and can send commands.

4. SOME EXAMPLES OF LAKES AGENTS

In this section we present some examples of the types of agents discussed earlier, as they fit into the Lakes environment.

4.1. SLAP - a simple responder

As a first example of the use of agents in a Lakes environment, we will outline the design of a simple responder - SLAP (a Simple Lakes Answer Phone). This simple application grew out of a problem with leaving Lakes machines unattended. When you are going to be out of your office for a while, you can set the Lakes Call Manager to automatically accept or bar incoming calls. If you choose the former, and someone calls you up, they don't have an easy way of knowing if you are there or not. Even if they could be sure that you're not there, there's no easy and convenient way for you to tell them when you might be back or how you could be contacted, or for them to leave a message which you can read on your return, or for you to call them back.

When you run SLAP it presents you with a control panel in which you can enter the message you wish to leave for callers. It also joins the call manager engine's COMMAND sharing set. This means it can detect when an incoming call is automatically answered by the call manager (since it gets sent the appropriate signal) and can then share itself into the call (by issuing the appropriate command). Such a request causes the call manager at the caller's end to attempt to launch an instance of SLAP. When it's launched in response to an incoming application share request, SLAP doesn't show its main control panel screen. Instead it communicates with the instance at your end, obtaining the message you left for incoming callers, and displays it to the caller with the information that you are not currently present.

The caller can then enter a reply and press a button to send the caller's reply back to your copy of SLAP which will add the message to its the log and then hang up the call. When you return to your office you can see from the SLAP control panel how many calls have been received while you were away and then browse the messages left by each caller. Each of these messages has a call back button which if pressed will attempt to make a call back to the original caller, whose address details were collected (if necessary) when the two SLAPs were communicating with each other.

Although this example is relatively trivial it does demonstrate several important features:

SYMBOL 183 \f "Symbol" \s 10 \h
the responder actually consists of two collaborating agents, a long-running master at the unattended node and a brief-lived slave running at the caller's node

SYMBOL 183 \f "Symbol" \s 10 \h
there's no requirement that the two agents should be different aspects of the same application (this is mere programming convenience) but it is necessary that they share a common protocol. In this case, the protocol is trivial:

1. slave to master: please send your "message to callers"

2. master to slave: <text of message to callers>

   ....

3. slave to master: <text of caller's reply>

4. master to slave: please send your "call back" address

5. slave to master: <address(es) of caller>

There's only one snag. Unlike an ordinary answer phone, SLAP only works if there's a copy at both ends of the call. If not, the master receives a signal indicating this and sends a simple text message to the caller instead (the Lakes Call Manager has a simple text chat facility built in). At first sight it might seem that a more intelligent version, detecting that the attempt to share itself into the call failed, could try to send a copy of itself to the other end but any sensible caller's system should reject this. The protocol above does not put either side at a disadvantage whereas sending copies of executables opens the door to Trojan horses. This illustrates a further point:

SYMBOL 183 \f "Symbol" \s 10 \h
agents will collaborate only insofar as the interests of all parties are being served 

In any case in the heterogeneous Lakes environment, it's not clear what sort of executable should be sent!

If we wanted to add a redirector capability to SLAP, the right way to do it is for the master to send redirection information to the slave and for the slave to offer a redirection button to the caller. This button, if pressed, will hang up the original call and attempt to place a new one to the address provided by the master. This leaves it up to the caller whether to make the new call.

Of course there are many ways in which a responder like SLAP can be made more intelligent. Just as a secretary develops good heuristics about people’s whereabouts, so a responder agent could offer similar heuristic advice without being specifically informed by the user. For example, the machines in my office, if they were to analyse the times when they were switched on and off, might deduce the following general rules about my presence at the workplace:

· not at weekends

· not during the first three weeks of  August or the last week in December

· often not on Tuesdays (I usually work at home that day)

· not often before 8.40am or after 6.00pm

Similarly, my home machines might be able to deduce the following about my presence at home: 

· not during the first three weeks of  August or the last week in December

· not often before 7pm weekdays except Tuesdays

· not often before 8.00am or after midnight.

Together these machines could offer useful advice about my whereabouts without any prompting from me. We might expect more intelligent personal assistants to learn much more about their owner’s whereabouts and communicative habits, likes and dislikes, particularly as phones and computers become more closely integrated.

4.2. Dynamic rerouters reacting to topological changes

In heterogeneous networks, when a multi-way call changes as a result of a new node joining or an existing node leaving, the topological changes can be dramatic. As an example, consider what happens if node A2 wants to leave the call shown in Fig. 1. This node, through its ISDN link to B1, is supporting not just its own data traffic but that from B2. In a simple Lakes system, the result of an attempted hang-up by A2 will be for the user at A2 to be asked if they are prepared for their node to continue as a passive node, in order that the other three participants can continue. It's likely that A2's response will be dictated, at least in part, by who is paying for the ISDN call. If A2 says no, then B2 will leave the call whether they like it or not.

Consider a more elaborate example however:
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Fig. 2. Dynamic Rerouting

In Fig. 2, the ISDN capabilities at C1, C2 and B2 mean that there several ways in which the original four way call can turn into a three-way one when A2 wishes to leave, even if A2 is not prepared to continue to support it:

SYMBOL 183 \f "Symbol" \s 10 \h
B1 can, after the link to A2 has been dropped, call B2 directly

SYMBOL 183 \f "Symbol" \s 10 \h
B1 can, after the call to A2 has ended, call C2 requesting that it act as a passive gateway to B2

SYMBOL 183 \f "Symbol" \s 10 \h
either A1 or B1 can request that C1 as a passive gateway to B2 and place a call to B2 (or indeed to C2 which would then also act as a passive node).

Deciding which route is best is not an easy task. Apart from the question of the costs involved (which may depend on geographic and temporal factors), some of the routes depend on the willingness of nodes to act in a passive way. In general, this is likely to involve negotiations between the nodes related to:

SYMBOL 183 \f "Symbol" \s 10 \h
how long the call is likely to last

SYMBOL 183 \f "Symbol" \s 10 \h
what bandwidth is required (e.g. the number of B channels)

SYMBOL 183 \f "Symbol" \s 10 \h
whether reciprocal calling arrangements will be honoured

The act of leaving a call is the most obvious trigger for rerouting, but the addition of a new node typically allows new ways of connecting those in the call. Similarly the changing QoS demands of applications may mean that existing links provide either too little or too much capacity and the attempt to recover after a network failure can also be a trigger.

It should be clear that the complexity of these route negotiations makes them highly suitable for resolution by co-operating/collaborating agents at the appropriate nodes. Placing agents with published protocols at unattended gateway nodes would simplify the task of deciding on routes. To avoid parallel decision-making leading to confusion, the agent collaboration must be co-ordinated properly. The simplest method is to assign this role to the node at which the problem is first recognised, but this does not take full advantage of the way in which applications are unaware of the physical network. A more sophisticated view of the problem sees nodes as islands floating in an intelligent network rather than a set of nodes connected by dumb wires. The intelligent network, in this view, consists of a society of decision-making agents, akin to Minsky's Society of Mind9.

4.3. The intelligent address book

In a Lakes environment, there is another way of dealing with rerouting problems. As was mentioned earlier, whenever Lakes wants to know how to reach a given logical nodename it does so via the address book access module. A typical search request supplies a nodename and perhaps a QoS specification and expects to receive a list of physical addresses, each consisting of a network type (such as ISDN or NETBIOS) and a connection string (such as an ISDN telephone number or NETBIOS session name). This means that we can locate the decisions about which links are to be used in the address book access module itself.

If we adopt this approach, the address book access module becomes a front end to an intelligent, distributed, decision-making process. A search request, far from being a simple, local, mechanical table lookup, is instead passed to a network of locator/router agents for resolution. From the point of view of the calling instance of Lakes, it's the task of these agents to locate those routes which will satisfy its requirements. By distributing the decision-making across the network, we make it possible for the result to also take into account the interests of other users as well as the network itself.

In some systems, such as the Olivetti Teleporting system10, users do not have fixed addresses. An intelligent, distributed, address book mechanism can cope with such roving users as long as the address book is informed of the user’s location at the start and end of each session.

4.4. Beyond the telephony metaphor

It should also be clear that as well as being useful for locating individual users, such a system can also be used to locate calls, that is sets of interconnected users, provided that the address book is informed when calls start and end. In practice, it makes more sense to use the word meeting rather than call because it better matches the underlying metaphor. The key difference between a call and a meeting is that you make a call by identifying the person you wish to call whereas you join a meeting by identifying the meeting you wish to join. Thus when joining a meeting you may have no idea who else is in it, indeed if you are the first to join, there's no one else in it yet. Note that we talk about “going to” and “being in” a meeting - a meeting has a spatial feel to it, quite different to the feel of a telephone call. Here too the intelligent address book can play a part, capable not just of locating meetings but arranging, scheduling, summoning and disbanding them.

The simplest way of providing a meeting locator is to arrange that meetings are managed by (unattended) meeting servers. Such as server could offer the user the following services:

SYMBOL 183 \f "Symbol" \s 10 \h
defining a meeting - where a remote user wishes to "create" a meeting template defining various properties of the meeting. The server guides the user through the process. Facilities to update and delete such definitions would need to be provided.

SYMBOL 183 \f "Symbol" \s 10 \h
joining a meeting - again server guides the user, presenting a list of the meetings currently in progress and allowing one to be selected.

SYMBOL 183 \f "Symbol" \s 10 \h
leaving a meeting - is easy. Note that the Server does not need to end the meeting just because all the other parties have left - as in real life a meeting in progress can adjourn and reconvene later.

SYMBOL 183 \f "Symbol" \s 10 \h
summoning a meeting  - the server can quite easily make calls to the list of people who have asked to be summoned to the meeting. Clearly this can be arranged to happen periodically, at pre-arranged times.

SYMBOL 183 \f "Symbol" \s 10 \h
finding out what's on - is easy. The server knows which meetings are in progress and which have been arranged in advance. It also knows which meetings are public and who is authorised to join the private ones. It can easily provide this information on request.

SYMBOL 183 \f "Symbol" \s 10 \h
controlling a meeting - the server can ensure that certain applications are automatically launched at all new joiners, send messages warning that the meeting is coming to an end, terminate the meeting at a predetermined time and so on.

SYMBOL 183 \f "Symbol" \s 10 \h
charging - since the meeting access server is part of the meeting, it sees all the joining and leaving activity and can therefore collect the information necessary to calculate costs.

It should be clear that it’s a relatively simple matter to move from systems like this to more elaborate mechanisms that more fully exploit the spatial metaphor - the notion of virtual communities. Current MUD technology, based on using telnet to logon to a MUD server, is essentially client-server - there is no simple way in which the MUD can call you. By contrast the peer networking model of Lakes does allow this, along with a variety of other extensions. The opportunities for agents here (c.f. Julia6) go well beyond the scope of this paper.

5. Conclusions

As yet we have made little progress in building multi-agent systems to support real-time collaboration apart from a simple answer phone application and some prototype meeting servers. Our initial focus has been to identify and classify some of the simpler possibilities and explore how these could be incorporated into Lakes-based systems. Despite the cursory nature of our work so far, it's already clear that distributed groups of collaborating agents can provide the foundations for an intelligent network.
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